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ABSTRACT
Identifying sets of items that are equivalent to one another
is a problem common to many fields. Systems addressing
this generally have at their core a function s(di, dj) for com-
puting the similarity between pairs of records di, dj . The
output of s() can be interpreted as a weighted graph where
edges indicate the likelihood of two records matching. Par-
titioning this graph into equivalence classes is non-trivial
due to the presence of inconsistencies and imperfections in
s(). Numerous algorithmic approaches to the problem have
been proposed, but (1) it is unclear which approach should
be used on a given dataset; (2) the algorithms do not gen-
erally output a confidence in their decisions; and (3) require
error-prone tuning to a particular notion of ground truth.
We present SuperPart, a scalable, supervised learning ap-
proach to graph partitioning. We demonstrate that Super-
Part yields competitive results on the problem of detecting
equivalent records without manual selection of algorithms or
an exhaustive search over hyperparameters. Also, we show
the quality of SuperPart’s confidence measures by reporting
Area Under the Precision-Recall Curve metrics that exceed
a baseline measure by 11%. Finally, to bolster additional re-
search in this domain, we release three new datasets derived
from real-world Amazon product data along with ground-
truth partitionings.
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1. INTRODUCTION
Computing a partitioning of a weighted graph is an im-

portant problem whenever one is trying to determine equiv-
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alence relationships in a database [7]. One example appli-
cation is the detection of duplicate records corresponding
to the same real-world item in a database of structured
records [17] [14] [19]. Another example is identifying func-
tionally related proteins whose sequence similarity indicates
that they share a common evolutionary history and have a
similar function [8]. In these cases, the output partitioning
groups all records detected to refer to the same real-world
entity into the same equivalence class. All records are as-
signed to an equivalence class, and no records are assigned
to multiple equivalence classes; it is a hard partitioning of
the input dataset. This is a different problem from K-means
clustering [21] in that we do not know K in advance, and in
general, the number of equivalence classes |E| is unknown
and is usually expected to grow proportional to |D|.

By definition, the equivalence relationships are reflexive,
symmetric, and transitive. Thus, we have a definition of
equivalency such that a ≡ a, a ≡ b =⇒ b ≡ a, and
a ≡ b ∧ b ≡ c =⇒ a ≡ c. However, in real-world record
linkage these equivalence relationships must be inferred from
noisy measures over noisy data, making this a hard problem.

In this work, we frame the problem as: given d records as
vertices with e computed edges, e.g. by s(di, dj), with pos-
sible errors in e, find a partitioning of approximately equiv-
alent records such that the confidence of the resulting parti-
tions, as determined by a model M , is maximized. Given the
variety of real-world definitions of equivalence (such as the
one highlighted in Figure 2), we seek to build M from train-
ing data such that the resulting partition confidence scores
reflect human labeling decisions. Additionally, in many in-
dustrial settings the confidence scores are needed to priori-
tize costly human workflows (e.g. auditing). The need for
confidence scores produced by M to be calibrated and ac-
curate is included in our problem scope.

1.1 Background
For the database deduplication/record linkage application

that we are studying, the most common approach to detect-
ing equivalence relationships in D is to divide the problem
into four stages [20] [12]:

1. Normalization: records are run through simple and
sophisticated standardization procedures to remove unim-
portant typographical variance. This significantly im-
proves results [3].
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Figure 1: Graph partitioning problem easily solved by con-
nected components at a threshold of 0.5
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Figure 2: Graph partitioning problem where no threshold
for connected components results in the correct clustering

2. Blocking: blocking algorithms [22] [23] [25] [27] are
used to cheaply identify possibly matching pairs of
records in a way that avoids doing O(n2) comparisons
over all possible pairs of records

3. Pairwise Matching: a pairwise matching algorithm
[6] [5] computes the score that each pair of records pro-
posed by the blocking stage is actually a match. We
denote the matching similarity function as s(x, y) 7→
R, where higher values of s() indicate a greater like-
lihood that x and y belong to the same equivalence
class.

4. Graph Partitioning: the output of the previous stage
can be interpreted as a (usually large) sparse weighted
graph in which the vertices correspond to input records
and the weighted edges are the model-calculated sim-
ilarity score, s(). In this phase, we seek a partitioning
of the graph into non-overlapping clusters of records
such that each partition corresponds to a real-world
entity.

This work focuses on the graph partitioning stage. The
graph partitioning problem has received attention in the
field of record linkage/data deduplication [14] [24] and is also
a problem of importance in the different domain of compu-
tational biology [29] [30] [1].

It may, at first glance, be unclear why the Graph Parti-
tioning stage is even worthy of study. If we have a perfect
similarity function s() which always assigns a high score to
record pairs where the ground truth indicates they are equiv-
alent and a low score to pairs that are not equivalent, then
we can trivially partition the data by a standard connected
component algorithm [18]. In this solution, we compute the
connected components over the edges whose score is above
some threshold separating the high and low scoring pairs
as illustrated in Figure 1. Even an imperfect but consis-
tently erroneous similarity function s() will likely result in
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Figure 3: Single, possibly erroneous edge agglomerates two
tight clusters

a graph for which a connected component algorithm is suf-
ficient. However, if the ground truth indicates that a par-
ticular node should be connected and s() consistently says
that it should be separated, there is no reasonable basis for
a connected component algorithm to overrule s() (see Fig-
ure 2).

The necessity of a sophisticated graph partitioner stems
from the fact that s() may output inconsistent signals, but
by examining the larger context of the graph instead of only
the pairwise score, we are able to learn better ways to parti-
tion the graph into equivalence clusters. For example, Fig-
ure 3 illustrates a situation in which nodes [a, b, c] are tightly
linked, nodes [d, e, f ] are tightly linked, and the two sets of
three are linked by a single high probability edge between c
and d. It seems intuitive that the high value of s(c, d) = 0.92
may be erroneous in this case. The näıve transitive closure
algorithm will put them all into the same partition.

1.2 Related Work
A broad range of algorithms have been proposed to at-

tack graph partitioning. Prior surveys of the field [14] [29]
have found inconsistent results as to which algorithms are
the best performers on individual problems and have thus
recommended that practitioners test multiple algorithms to
identify the one that performs the best on their domain.
For real-world, social networks others have evaluated which
descriptive metrics best uncover the ground-truth network
communities [31].

Besides the lack of a single best algorithm, a second is-
sue facing prior work is the lack of a confidence measure
for a produced clustering. In our experience, a measure of
confidence is essential for many practical applications. It
is common for customers to wish to distinguish between de-
tected entities in which the system is highly confident (which
can be automatically merged), entities about which the sys-
tem is uncertain (which should be human reviewed), and
entities that the system deems to be unlikely (which can be
rejected). Most prior work yields a partitioning but does
not give a measure of confidence on each partition. Pairwise
match algorithms typically output a continuous measure of
similarity, s(x, y), that can often be regarded as a confidence
[9] [6]. However, due to the inconsistent signals from s men-
tioned previously, näıve attempts to combine pairwise scores
to quantify overall cluster quality (e.g. mean of all cluster
edge weights) are not obviously suitable or optimal.

A significant obstacle to the adoption of a supervised
learning approach to graph partitioning is that the instances
of a graph partitioning problem may be too large to be feasi-
ble either from the point of view of human-labeling ground-
truth examples or for executing the underlying algorithms
that would yield the required signals. For instance, one of
the algorithms considered in this work is Markov Clustering
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Figure 4: Precision-Recall curve on binary classification task
for the IC-Random dataset. SuperPart achieves AURPC
0.898, baseline achieves AUPRC 0.839, and the näıve inter-
nal edge weight method achieves AURPC 0.807.

(MC) [26], which is O(n3) for näıve implementations. Ad-
ditionally, Sequential Rippling (SR) in the Ricochet family
of clustering algorithms [28] is also O(n3) in the worst case.
Hence, whenever one wishes to employ one of these super-
linear algorithms, there is a need to partition the input graph
into subgraphs such that each partition is a tractable size.

An additional obstacle impeding progress in the field is
a lack of published benchmark datasets. Prior surveys in
both structured record linkage [14] and computational bi-
ology [29] have described toolkits for addressing the multi-
step problem of record linkage [14] or identifying expression
patterns of proteins [29]. However, there are few published
real-world datasets for record linkage problems in the form
of weighted or unweighted graphs that would form the di-
rect input to a graph partitioning algorithm; and even fewer
have associated ground truth.

1.3 Contributions
To address the issues discussed in the previous section, we

make the following contributions:

• Apply supervised learning to graph partition-
ing: Given a modest corpus of ground truth partitions
over a weighted graph, we train a machine-learned
model to recognize characteristics of a good partition-
ing. Our model uses a feature vector constructed from
a diverse ensemble of unsupervised partitioning algo-
rithms as well as descriptive measures of a graph par-
titioning. Uniquely, our approach produces a learned
confidence score for a given partitioning and a set of al-
ternative partitionings with potentially higher scores.

• Describe how to scale the approach: We use a
Problem Instance Detector that coarsely partitions a
graph into smaller, reasonably-sized sub-graphs, which
we then further partition using our ensemble of com-
peting partitioning algorithms.

• Demonstrate effectiveness without tuning: We
report results using internal Amazon real-world record
linkage datasets, which show that the SuperPart method
produces competitive results (best or within 0.5%) over
manually selected and tuned clustering algorithms. Our
results require no exhaustive search for optimal hy-
per parameters or algorithms. On a task comparing
SuperPart’s confidence quality to pre-existing baseline
methods, SuperPart improved the AUPRC by 11% as
highlighted Figure 4.

1.4 Reproducibility
To facilitate future research, we provide a repository of

weighted graphs with associated ground-truth partitionings.
This repository facilitates apples-to-apples comparisons in
future research by eliminating the complex and domain-
specific task of computing the pairwise similarity graph from
the underlying data. We contribute three labeled graphs
anonymized from internal Amazon product-related datasets
along with human audited cluster-wise ground truth labels.

2. SYSTEM OVERVIEW
We begin by defining the inputs and outputs of the pro-

posed system more precisely. Given a database D which we
wish to partition into distinct equivalence classes, we assume
that there exists a pairwise similarity function s(di, dj) 7→ R
for any di, dj ∈ D. We assume that higher scores from
s indicate a greater likelihood that the pair of items are
similar, meaning that the pair is likely to be in the same
equivalence class. We also assume the availability of ground
truth data that is available for training and testing. In this
work, we consider a ground truth of cluster-wise labels in
which each record is assigned a cluster id such that records
with the same cluster id represent the same real-world en-
tity. More specifically, our ground truth datasets contain a
record id and a cluster id as a cross reference. In each of
our real-world datasets, the cluster-wise labels are collected
from human auditors, which are presented with a graphical
user interface containing a list of records. The auditor then
drags records into distinct groups to indicate their equiva-
lence classes.

Figure 5 illustrates the schematic of SuperPart at run
time. The overall goal of the process is to compute a par-
tition of database D and a set of confidences on the parti-
tioning. We start by doing a coarse partitioning to split up
the graph into problem instances that are of a manageable
size so as to be computationally tractable. In our problem
domain of record linkage, we use a connected components al-
gorithm that only considers edge weights above a threshold
t = 0.5. Given the sparsity of typical record linkage similar-
ity graphs, this has worked well in practice. Now that we
have a number of problem instances, we compute any miss-
ing edges in order to complete the graph. Edges might be
missing in a record linkage context, because blockers only
emit a small subset of possible record pairs, and when the
connected components are calculated, the records close over
edges never proposed by the blocker. Next, we evaluate mul-
tiple clustering algorithms on each problem instance. Each
algorithm produces (possibly non-distinct) proposals for how
to partition the problem instance. Then a trained proposal
scoring model evaluates each proposal and assigns a confi-
dence score indicating the degree to which the model believes
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Figure 5: System schematic for SuperPart

the proposal is the correct partitioning. The proposal with
the maximum score is picked as the final clustering.

At train time, we use the same process to generate all of
the proposals and their feature vectors. Then we train a bi-
nary classifier, a Random Forest in our experiments, to clas-
sify each proposal based on whether it matches the ground
truth clustering or not. The following sections describe each
step of this process in detail.

3. CREATING PROBLEM INSTANCES

3.1 Problem Instance Detection
The SuperPart algorithm uses supervised learning to pro-

duce a confidence measure on a partitioning of a graph. Cen-
tral to the practicality of this approach is a need to coarsely
partition the input sparse weighted graph G = (V,E) into
a set of m reasonably-sized graphs G′i = (V ′i , E

′
i), where V ′i

in this context refers to the vertices in G′i and E′i is the set
of all edges between vertices in V ′i .

We will refer to this first phase of SuperPart as the task
of Problem Instance Detection, for which we require a Prob-
lem Instance Detector (PID) φ where the PID is defined as
φ(G = (V,E)) 7→ {G′0, . . . , G′m−1}, where ∀V ′

i ∈V
|V ′i | ≤ k.

In this context k is some reasonable upper bound on the
size of each problem instance. In our experience, a value
of k ≤ 200 is reasonable because that is the most number
of records on a screen that a human auditor can effectively
deal with at a single time.

In this work, we use a thresholded a transitive closure clus-
tering algorithm [18] as a simple implementation of φ. More

precisely, we define Ĝ = (V, Ê) where Ê = ∀(x,y)∈E s(x, y) ≥
t. Then, our simple φ emits m problem instances G′i for each
of the m connected components in Ĝ. In our experiments,
we picked a threshold t = 0.5, which conveniently resulted
in no problem instance G′i having more than 200 vertices.
The choice of 0.5 is reasonable when edge weights are the
probability that two nodes are equivalent. In many record
linkage approaches s() can be made to emit a probability

or some other well-calibrated score for which one can eas-
ily pick a threshold. Although more sophisticated Problem
Instance Detectors are easy to imagine, this rather näıve ap-
proach has worked surprisingly well on the domains we have
examined.

3.2 Creating complete weighted graphs
As noted above in section 1, practical record linkage sys-

tems require a blocking step, because it is infeasible to com-
pute the pairwise similarity s(di, dj) for all record pairs di, dj
for a database D when |D| is large. The implication then
is that G will be sparse and hence the partitions G′i will
likewise be sparse. Although the core graph partitioning
algorithm described below in section 4 can, in principle, op-
erate on a sparse graph, we choose to compute the com-
plete graph Ĝ′i = (V ′i , Ê

′
i) and Ê′i = E′i ∪ {s(x, y) | (x, y) ∈

V ′i × V ′i ∧ (x, y) /∈ E′i} (i.e. any missing edges from the
problem instance). This is cheap to compute on our prob-

lem instances, because it is clear that
∑
i

|E′i| �
(|V |

2

)
. We

include the complete graph, because we want the proposal
scoring model to have a complete picture of the problem
instance. Having all of the weights may provide interesting
signal in descriptive features (section 4.2.2), which the model
can use to distinguish good clusterings from bad. Note that
in subsequent sections, when we describe working on prob-
lem instances, G′i, it is implied that we are working on the
completed problem instance graph.

4. PARTITIONING THE INSTANCES
Given a problem instance G′i = (V ′i , E

′
i), we now wish to

find the best partitioning. We proceed in three stages which
we will describe in turn.

4.1 Proposers
Since the number of unique partitions for a set of size n

is exponential in n, it is clearly infeasible to consider ev-
ery possible partitioning. Instead, we rely on a collection of
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Proposers, π, where each proposer πp ∈ π is a clustering al-
gorithm that computes a candidate partitioning of the prob-
lem instance G′i; that is πp(G′i) 7→ {G′′0 , . . . , G′′q−1} where in
this case the proposer suggested q final partitions for the
problem instance. Running all πp ∈ π proposers over the
problem instance, we get n different unique candidate par-
titionings of G′i.

With a large number of proposers, it is unlikely that they
will all suggest a different clustering of the problem in-
stance. Therefore over all proposers we define π(G′i) 7→
{Pi,0, . . . , Pi,n−1} where Pi,j is a unique partitioning for
problem instance i (potentially offered by more than one
proposer) and thus |Pi| ≤ |π|. The idea is that π consists
of a set of parameterized graph partitioning algorithms that
cover a broad set of diverse algorithms with various config-
uration parameters.

Proposers used in SuperPart are summarized briefly be-
low:

1. Identity: we pass through each problem instance G′i
without modification.

2. Transitive Closure: given a threshold t we select only
edges with weight greater than t in a given problem
instance. We then return all connected components in
the modified sub-graph.

3. Markov Cluster Algorithm (MCL): [26] A fast and scal-
able unsupervised clustering algorithm based on sim-
ulation of (stochastic) flow. MCL uses a non-negative
stochastic column matrix where an entry wij corre-
sponds to the probability of moving from node i to
node j in a random walk on the graph (and vice-versa).
There are two primary parameters for MCL: The in-
flation rate controls whether more probable random
walks are favored and the expansion rate controls the
length of random walks. For this paper, we use a näıve
implementation of the algorithm on a dense matrix.

4. Center [16] and Merge-Center [15]: both Center and
Merge-Center produce a graph partitioning after a sin-
gle pass through a sorted edge list. We parameter-
ize these algorithms with a threshold t via the same
method applied to Transitive Closure as described above.
The Center algorithm merges nodes into a cluster with
a center of sufficient similarity to any unclustered node.
Sorting edges by edge weight in descending order and
starting with the heaviest-weight edge, we select one
associated vertex to be a center and assign the other
vertex to its cluster. Subsequent edges have the same
behavior if both vertices are currently unassigned. If
only one is assigned and is also a center then the other
is assigned to its cluster. If both are assigned then the
edge is skipped and no reassignment happens. The
Merge-Center algorithm follows the same approach,
however, it also allows for the merging of two clusters
if their centers are similar.

5. K-Core: [4] for a threshold t, the K-Core algorithm
yields sub-graphs of a problem instance such that each
node in the sub-graph connects to at least k other
nodes in the same sub-graph after removing edges less
than or equal to the threshold j. Singletons are re-
turned as such.

Since π is quite diverse, we expect the partitions Pi to be di-
verse and hope that the ground truth clustering Yi is present
in the n proposals. We initially included synthetic proposals
in the data used for training whenever a particular ground
truth clustering was not present in one of the proposals, but
found that this hurt overall system performance. The exper-
imental results described in section 6 were only trained on
proposals generated from problem instances, and thus if no
proposer suggested the correct clustering, the model would
have only negative examples for that problem instance.

4.2 Features
For each candidate partition Pi,j , we want to model the

probability that Pi,j = Yi (i.e. the ground truth cluster-
ing). At this point we use a standard supervised learn-
ing approach by treating the problem as a binary classifi-
cation task, where at training time, we compute a model
M = ψ(F,L) where F is a |P | × f feature matrix and L is
our length |P | ground-truth labeling of each proposer. L is
constructed by L(Pi,j) = (Pi,j == Yi). Since Pi are unique
proposals, we get zero or one true labels for each problem
instance G′i and all other proposals are labeled false.

Our feature vector of length f for each Pi,j consists of
two broad categories of feature values: indicator functions
for each proposer and descriptive weighted graph measures.
We consider each in the following sections.

4.2.1 Proposers as Features
By construction, for every partitioning Pi,j , there exists at

least one proposer πp such that πp(Pi) = Pi,j . The first cate-
gory of feature values is simply a boolean vector of length |π|
indicating whether the corresponding proposer πp predicted
this partitioning. In this way, every proposer listed in sec-
tion 4.1 becomes a feature in F . Different proposers may
be better suited for a particular problem domain or dataset.
By including the binary indicator highlighting which pro-
poser suggested a given partitioning, we allow the model to
learn about the overall expectation of how each proposer
will perform on this problem domain.

4.2.2 Weighted graph metrics as features
The second category of features in F are real or Boolean-

valued metrics that describe a partitioning. These features
are engineered in order to provide signal to the classification
model about different characteristics of clusterings. Differ-
ent problem domains have different definitions of what is a
good clustering. Even within the same dataset, a ground
truth might contain a heterogeneous set of labeled truth
clusters. These descriptive features allow the model to as-
sociate detectable patterns and characteristics of candidate
proposals with the ground truth’s definition of a good clus-
tering. There are multiple sub-categories of these metrics.
First, consider a (problem instance, proposal) pair: (G′i =
(V ′i , E

′
i), Pi,j), which for simplicity in this section we will

simply refer to as (G = (V,E), P ). The first sub-category of
descriptive metrics omits all edges in E that cross partitions
within P and omits all edges with a weight below a threshold
t. More precisely, we define Consistent(vi, vj) = (P (vi) ==
P (vj)) (i.e. both vertices are in the same partition). Then,
we define a partitioned, thresholded graph, G′ as follows:
G′ = G(V, {(x, y) ∈ E | Consistent(x, y) ∧ s(x, y) ≥ t}). We
compute the following metrics on G′:
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• Biconnected: given a set of thresholds to test, the fea-
ture value is the maximum threshold at which each
partition is biconnected [18] (ignoring singleton parti-
tions, which are partitions with only a single element).
Only edges that have weights greater than the thresh-
old being tested are considered when testing biconnec-
tivity. We test thresholds j in the interval j ∈ [0.1, 0.9]
incrementing by 0.1 and return the maximum j as a
single feature.

• Diameter: the diameter of a graph is the longest shortest-
path distance between any two nodes in the graph [13].
In the context of a partitioned, thresholded proposal,
each partition has a possibly different diameter. We
emit one feature value for various diameters, d. For
each d, we compute the maximum edge threshold w
such that every partition has diameter ≤ d. In our
experiments we use d ∈ [1, 2, 3, 4] yielding 4 different
features. Diameter characterizes the density of par-
titions and captures whether many low weight edges
affect shortest paths.

The second sub-category of descriptive features also operates
on a (problem instance, proposal) pair but unlike the first
sub-category does not drop cross-partition edges. That is
these metrics are computed on G′ = G(V, {(x, y) ∈ E |
s(x, y) ≥ t}).
• Coverage[10]: the ratio of within-partition edges to

the total number of edges in a problem instance. If
all edges are within-partition edges, then the cover-
age of the problem instance is 1.0. We use a single,
preselected threshold of 0.5 to filter edge weights for
coverage calculations.

• Performance [10]: the ratio of intra-partition edges
plus missing cross-partition edges to the total number
of possible edges in the problem instance. In our ex-
periments, we use a single preselected threshold of 0.5
to filter edge weights before calculating performance.

Additionally, we have descriptive features on the original,
unthresholded (problem instance, proposal) pair (G(V,E), P ):

• Size (in |V |) of the problem instance

• Minimum weight edge internal to any partition

• Mean and variance in weight for edges internal to any
partition

• Maximum weight edge crossing two partitions

• Mean and variance in edge weights crossing two parti-
tions

• Size (in |V |) of the largest partition. This includes
both the absolute size and the relative size, which is
the size of the largest partition divided by |V |

• The total number of proposed partitions

• The total number of edges less than a selected thresh-
old internal to any partition. This feature is calculated
for a number of preselected threshold values in the in-
terval [0.1, 0.9] incrementing by 0.1.

• The total number of edges greater than a selected
threshold crossing any two partitions. This feature is
calculated for a number of preselected threshold values
in the interval [0.1, 0.9] incrementing by 0.1.

4.3 Supervised Learning
Given the feature matrix F and labels L, we compute

the model M = ψ(F,L) where ψ is a supervised learning
algorithm for binary classification that produces some rea-
sonably calibrated score in [0..1], such as a probability. In
our experiments presented in section 6, we use the Random
Forest model implemented in Apache Spark1 with hyper pa-
rameters of 100 trees with a max depth of 2. At run time,
we pick the proposal with the maximum score from the clas-
sification model: P̂i,j = argmaxj (M(Pi,j)). The score for
the proposal is the measure of confidence on the clustering.

In an alternate scenario, where you are only interested
in computing a confidence score on an existing clustering,
you can go through the same process as illustrated in Fig-
ure 5, but instead of picking the maximum score, you choose
the score corresponding to the proposal with the indicator
that is suggested by the Identity proposer (see section 4.2.1).
Since the Identity proposer is the current clustering, this is
a measure of confidence of the existing graph. In this case,
it is important to calculate the proposals from all other pro-
posers, because the resulting Pi,j that contains the Identity
might also have indicators for other proposers. This is the
case when multiple proposers already agree with the current
identity partitioning and their presence in the feature vec-
tor may provide signal to the model that it is a high quality
clustering.

5. DATASETS
As discussed in section 1, the Graph Partitioning phase

constitutes a distinct phase of the record linkage process.
However, progress in the field has been hampered by a lack of
benchmark datasets that would facilitate direct comparison
among competing approaches. Existing datasets suffer from
one or more of the following defects:

• Lack of a ground truth partitioning. Ground-
truth clearly facilitates using a dataset as a bench-
mark. Often it is expensive to label clusters and there-
fore labels are omitted or extremely limited in size. Al-
ternatively, ground truth clusters are synthetically cre-
ated and may not represent real-world problems [14].

• Dataset requires complex pre-processing. In the
case of record linkage datasets, this often means that
users of the dataset must first compute pairwise simi-
larity measures from the raw attributes. This opens up
the possibility that two results may differ due to the
quality of the similarity measure s(x, y) rather than
the quality of the graph partitioning algorithm.

• Ground-truth clusters are too small. If too large
a fraction of the ground-truth positive examples con-
sist of equivalence classes of size 2, then Graph Parti-
tioning is a trivial problem.

• Graph is not weighted. Although SuperPart works
on both weighted and unweighted graphs, weighted
graphs are more complex and more interesting.

To remedy this problem, we present the SuperPart graph
partitioning repository2. Every dataset in this repository

1https://spark.apache.org/docs/latest/ml-classification-
regression.html#random-forest-regression
2https://github.com/rreas/amzn-supervised-clustering
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Dataset Components Ground-Truth Clusters Records
General (Train) 86 213 886
General (Test) 101 175 1604
IC-Random (Train) 254 437 3511
IC-Random (Test) 239 436 3014
IC-Stratified (Train) 257 490 2649
IC-Stratified (Test) 243 443 2424

Table 1: Size summary of 3 new, real-world datasets released as part of this paper.

contains a ground-truth partitioning, is presented in the
form of a weighted graph, and presents data where the ground
truth clustering has a substantial number of clusters consist-
ing of three or more records. For simplicity and (in some
cases) confidentiality reasons, these datasets are presented
as abstract weighted graphs. Two files are provided for each
data set:

1. The edges files contain the component id, record id1,
record id2 and a pairwise similarity score for each
pair.

2. The labels files contain the ground truth record id

and partition id for each item in the dataset. That
is, they contain a mapping of a record to a ground-
truth cluster.

Note that all record id’s are randomized and do not cor-
respond to any concept used by Amazon internally or exter-
nally. component id is an optional column that is similarly
randomized and is included for convenience. We maintain
the invariant that there is no sharing of record id’s and
there are no edges that cross two component id’s. Concep-
tually a component can be thought of as a set of records that
were collectively human-reviewed. The judge was tasked
with assigning equivalence classes within that set.

All released datasets are derived from the products do-
main. We include the following datasets in the repository:

• General: this dataset includes randomly sampled prod-
ucts from the Amazon catalog that are likely, as de-
termined by an internally developed model, to be part
of an incomplete or incorrectly grouped family. Hu-
man labelers group these products into clusters fol-
lowing specific guidelines. The ground truth labels
correspond to the results of this audit. In addition
to uncovering the correct ground truth clustering we
would like to use a confidence score to prioritize exist-
ing groups or sets of groups for review by auditors.

• Inconsistent-Random Sample: we use the same
sampling process as with the general dataset, how-
ever, here we focus just on finding product families
that should be split. The ground truth corresponds
to a partitioning within each existing grouping (or the
entire group when consistent). Anecdotally, we expect
this to be an easier task. We collect and report results
on whether we can uncover the ground truth clustering
as well as whether we can successfully prioritize audits
of groups that are known to be inconsistent.

• Inconsistent-Stratified Sample: again, we focus on
the simpler task of identifying groups to split. How-
ever, we take a stratified sample across the entire prod-
uct catalog.

For the General dataset described above we must iden-
tify a method for problem instance detection. Here, we
have used an internal, pairwise model to generate scores in
the interval [0, 1] between many pairs in the products cata-
log. Using these scores and applying transitive closure at a
threshold of 0.5 we find clusters that contain many existing
product families and thus disagree with the current prod-
uct grouping. Any conflicting groupings are then labeled
with ground-truth clusterings. The Inconsistent datasets
already have a natural problem instance detection method.
For these we simply select individual product families and
look for those that should be partitioned into at least two
families. Table 1 summarizes the released datasets.

6. RESULTS
Using the datasets explained in section 5 we follow a gen-

eral experimental setup:

1. Create problem instances: over the output of pair-
wise matching (step 3 from the introduction descrip-
tion), we apply a Problem Instance Detector (PID) to
generate problem instances. In the case of the Gen-
eral dataset this is simply generating connected com-
ponents of the graph by considering only edges with a
weight ≥ 0.5. For the Inconsistent datasets, a natural
domain-specific partitioning already exists and there
is no need for taking the transitive closure over edges.

2. Calculate a weighted graph: using pairwise models
developed internally we complete the graphs by scor-
ing all of the pairs in each problem instance (as de-
scribed in section 3.2). The edge scores are the same
as provided in the released datasets. In the case of the
General dataset, we use the same model to generate
edges for connected component detection and so this
step is simply a filtering of available edges.

3. Generate partitioning proposals: we apply the
Proposers listed in section 4.1 at selected thresholds
to generate candidate partitionings for each problem
instance. Edge weights are in the interval [0, 1], and
we select thresholds 0.5 ≤ t ≤ 0.9 in 0.1 increments
and then filter to edges with weight > t. For K-Core
clustering we use these same thresholds, however, with
an additional parameter of core order set to either 2
or 3. For MCL we use a single set of parameters: in-
flation rate of 1.4, expansion rate of 2 and run for at
most 200 iterations.

We compare end-to-end performance of SuperPart against
a hold-out set of the ground truth cluster labels using the
BCubed clustering quality metric [2]. Without SuperPart,
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one must find the right algorithm and the right hyperparam-
eters. In order to benchmark against the best-case scenario,
we present results comparing SuperPart to a number of pop-
ular unsupervised clustering algorithm in Table 2. In each
case, we present the best results over all tested hyperparam-
eter options. We list the best hyperparameters to illustrate
that the best performing results for existing unsupervised
algorithms occur at different threshold levels for different
datasets.

For the Inconsistent datasets described above, we addi-
tionally measure Area Under the Precision-Recall Curve for
a binary classification task of deciding whether an input
component should be split. In practice, the splitting can
be done by auditors, or we may consider making changes
directly based on the output of SuperPart, if the confidence
score produced for a new partitioning is high enough.

For this classification task, we also compare our method
to a heuristic baseline. The baseline is calculated as follows:
first, components are partitioned by transitive closure at
threshold t. Next, we select all edges that cross between
two partitions and calculate the mean edge weight w. Since
any edge weighted greater than or equal to t connects a
component of the graph, we have w < t. Then, the baseline
is equal to (1 − 1/t ∗ w). Intuitively, when w is close to t
the baseline score is near 0 and when w is close to 0 then
the baseline approaches 1. When scoring a component that
is not partitioned by transitive closure the baseline is set
to 0. We use t = 0.9 for experiments presented here when
calculating the baseline.

Results are presented comparing SuperPart against the
baseline described above as well as against a third, näıve ap-
proach of just taking the average intra-partition edge weights.
Average edge weight is a typical, initial approach to quan-
tify the quality of a clustering. In Table 3 along with the
precision-recall curve (Figure 4) for SuperPart, results are
presented for the Inconsistent-Random dataset.

7. DISCUSSION
In this work we present SuperPart, a novel supervised ap-

proach to graph clustering. As noted above, this method
provides a number of material improvements to the prob-
lem. First, SuperPart outputs clusters with an associated
confidence value, reflecting the model’s belief that the par-
titioning is correct. Since this model is trained on ground
truth labels, this measure can capture complex, even id-
iosyncratic, patterns specific to the domain. Confidence
values are particularly useful in industrial settings, where
it is commonly the case that portions of your output are
audited and corrected by humans. Given the large size of
industrial datasets, it is infeasible to review every system
decision. A highly calibrated quality measure, tailored to
the domain, allows for optimization of work assignment to
human auditors.

Second, SuperPart is extensible and uses any past or fu-
ture clustering approach in a principled way that avoids te-
dious manual algorithm selection and tuning for your prob-
lem domain. [14] illustrates that different partitioning al-
gorithms provide the best accuracy depending on the prob-
lem. To that end, SuperPart can incorporate additional
new or existing clustering algorithms in a straightforward
manner by including them in the proposal generation step
(section 4.1).

0 5 10 15 20
0

10

20

30

Unique proposals per problem instance

C
o
u
n
t

Figure 6: Histogram of unique proposals per problem in-
stance in the Inconsistent-Stratified test dataset

In the context of record linkage, the two phase approach
of creating problem instances (section 3) and partitioning
the problem instances (section 4) fits naturally, because the
input graph is a large, very sparse, similarity matrix and the
threshold for creating problem instances is relatively easy to
pick in such a way as to maximize recall. The pairwise model
often produces calibrated scores, such as probabilities, which
have natural operating points. In other graph clustering do-
mains, it may be more difficult to create problem instances
in such a way as to not propagate false negative error in
the first step. We have not yet experimented with more
sophisticated approaches to creating problem instances.

Most of the literature on graph clustering describes unsu-
pervised methods to solve the problem. This is due to the
use of graph clustering as a data exploration technique and a
lack of ground truth clusterings available. In the context of
industrial record linkage, it is feasible to collect ground truth
cluster labels. As mentioned previously, the human auditor
workflow is already a part of many record linkage scenarios
where data quality is a critical concern. This is a natural
place to collect human labeled clusterings that can be used
to train and iteratively improve the supervised model. We
find that the definition of a match and the desired character-
istics of equivalence classes vary greatly across the various
scenarios in which we use record linkage at Amazon. Addi-
tionally, even within a particular scenario, the ground truth
clusters are not homogeneous. One benefit of SuperPart is
its ability to pick different algorithms to cluster different
parts of the similarity graph. Figure 6 illustrates the diver-
sity of proposals in the Inconsistent-Stratified dataset. All
problem instances have at least two different proposals and
many have over 10 proposals.

As the results in Table 2 show, SuperPart successfully se-
lects partitionings from underlying proposers and achieves
BCubed F1 inline with or slighly above the best proposers’
results. On the Inconsistent-Stratified dataset, SuperPart
modestly improves the BCubed F1 against the most com-
petitive alternatives but notably did not require any manual
effort to determine which proposers would yield the best re-
sult for any given problem instance.
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Dataset SuperPart Merge-Center Center Transitive Closure Markov K-Core
IC-Random 0.925 0.927 (t=0.8) 0.577 (t=0.6) 0.928 (t=0.8) 0.879 0.921 (t=0.7)
IC-Stratified 0.910 0.908 (t=0.5) 0.676 (t=0.5) 0.908 (t=0.5) 0.887 0.907 (t=0.5)
General 0.953 0.953 (t=0.6) 0.380 (t=0.8) 0.953 (t=0.6) 0.952 0.949 (t=0.6)

Table 2: BCubed results for SuperPart and unsupervised algorithms on new datasets processed after CPA application.
SuperPart has no threshold to select and we show the best found threshold values for all other partitioning algorithms for
each dataset.

Dataset SuperPart Baseline Avg. Edge
IC-Random 0.898 0.839 0.807
IC-Stratified 0.851 0.838 0.845

Table 3: AUPRC results on the binary classification task
of predicting whether a group is inconsistent. Inconsistent
groups need to be split, usually by human review. SuperPart
exceeds the baselines on both datasets.

For some record linkage problems at Amazon, we use clus-
ter confidence to prioritize which work is reviewed by human
auditors. As a proxy measure of the usefulness of Super-
Part’s clustering confidence scores, we compared a Super-
Part model trained on these labels to an internal baseline
described in section 6. Against relevance labels assigned by
human auditors, SuperPart’s AUPRC improved the base-
line by 1.55% and 7.03% on two datasets respectively (see
Table 3).

By including both descriptive features (section 4.2.2) and
proposers-as-features (section 4.2.1), we allow the model
to learn the right balance of expectation that a particular
proposer will suggest the right clustering versus the abil-
ity for descriptive characteristics to indicate a good clus-
tering. This balance may vary from dataset to dataset. On
the Inconsistent-Stratified dataset, the top three features by
feature importance [11] include performance (0.274 impor-
tance) and two proposers: Transitive closure with t = 0.5
(0.234 importance) and Merge-Center with t = 0.5 (0.121
importance). On the Inconsistent-Stratified dataset the top
three are all proposers: Transitive closure at two thresh-
olds (t = 0.8 with 0.109 importance and t = 0.7 with 0.094
importance) and Merge-Center with t = 0.6 (0.933 impor-
tance).

In the future, we will explore more sophisticated methods
of problem instance creation in order to expand the utility of
this method to the more general graph clustering problems.
Picking a simple transitive closure threshold has worked sur-
prisingly well in record linkage problems where the graphs
are sparse and the clusters are small, but in a more gen-
eral context, picking these thresholds introduces errors in
the first step from which the second step can’t recover. An-
other promising direction for future work is learning graph
embeddings to project the similarity graph into a continu-
ous vector space. Such an approach may reduce our reliance
on numerous, hand-curated descriptive features, which each
contribute their own signal and noise to the supervised pro-
posal picking model.

8. CONCLUSION
In this paper, we describe a novel supervised approach

to graph clustering called SuperPart. This method is an

extensible approach for incorporating ground truth cluster-
wise labels into clustering problems in the record linkage
domain. SuperPart reduces the tedious, error-prone algo-
rithm selection and tuning process and produces a useful
clustering confidence score tailored to the specific problem
domain. For auditing product families within Amazon, this
improves the AUPRC by 11% compared to an internal base-
line. Lastly, we contribute to the research community by re-
leasing three Amazon real-world, anonymized datasets con-
taining ground truth cluster labels and edge weights. These
datasets can be used to benchmark future graph clustering
work on real data, avoiding the over-reliance on syntheti-
cally created datasets.
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